International Digital Libraries NSF/99-6

Institute for Learning and Research Technology

JISC Circular 15/98

Document Notes

Authors
Carl Lagoze (Cornell, USA), Dan Brickley (ILRT Bristol, UK), Jane Hunter (DSTC, Australia).
Date


19 January 1999

Version


1.0

Title


Metadata for Resource Discovery of Multimedia Digital Objects

Abstract
A proposal submitted to the joint NSF/JISC collaborative programme by Cornell University and the Institute for Learning and Research Technology, University of Bristol. Budgets are proposed for the UK and US components of the work; a third organisation, DSTC (Australia), will be self-funding participants in this research.

Contents

31
Introduction

2
Exploring the characteristics of metadata for resource discovery
4
3
Associating Multiple Metadata Sets with Digital Objects
6
4
Metadata for Resource Discovery of Multimedia Objects
7
4.1
Extending Dublin Core for Multimedia Objects
7
4.2
RDF Encoding
9
4.3
The Schema
10
4.4
The Metadata Generator
12
4.5
Structural Metadata for Complex Multimedia Objects
13
5
Indexing and Searching RDF Metadata Descriptions
14
6
Distance Learning Testbed
15
7
Evaluation of Research Results
16
7.1
Data Collection
16
7.2
Data analysis
16
8
Project Management and Collaboration
16
References
18
9
Biographical Information
20
10
Budgets
28
10.1
UK budget submitted by ILRT, University of Bristol to JISC
28
10.2
US budget submitted by Cornell to NSF
28
11
Partner Background
31



1 Introduction

Digital libraries have the potential to represent new types of content and deliver them in innovative ways. Existing digital library research projects and deployed systems give a glimpse of this potential by providing access to digital content in a variety of forms including text, images, video, audio, maps, datasets, and software. The utility of these single medium digital resources is indisputable.  However, there is far greater power in multimedia resources that aggregate multiple single medium content streams and express the structural and temporal relationships among them.  The result, as demonstrated by now popular multimedia encyclopedias, is digital content that is more informative and more accurately represents physical reality.

Across this diversity there is the need for uniformity among digital resources; a digital object  abstraction [28] that provides common high level functionality among all resources.  This functionality includes deposit in and access from repositories, discovery by users and agents, dissemination or presentation of content, and access control for protection of intellectual property.  This high-level operational uniformity allows multiple objects, each with their own idiosyncratic composition and content, to be combined in digital library collections.

While generic uniformity of digital objects is essential to the (inter) operation of digital libraries, there is also the need for functionality that exposes and exploits object specificity.  For example, at its most generic level the notion of dissemination is simply the output of a stream of bits.  At the object specific level, however, disseminations take on unlimited forms unique to the semantics of the specific digital object; for example, the output of a frame from a “video” digital object, a page from a “book” digital object, or a subroutine from a “program” digital object.

We propose a research initiative that investigates this generic/specific continuum in the context of tools and mechanisms for resource discovery of multimedia digital objects.  We base our research on the claim that all content in a digital library must provide core resource discovery functionality, making it possible for users to uniformly search for content despite the differences among individual digital objects.  At the same time, we assert that digital libraries must provide the structures and tools to allow resource discovery that allows users to submit queries based on the unique characteristics of multimedia objects.  These characteristics include the structural composition of the object (e.g., what types of individual media streams exist in the object), the individual characteristics of these each of these media streams (e.g., the number of frames in an individual video stream), and the structural relationship of these streams (e.g., the synchronization characteristics of a video and audio stream in a multimedia object).

Our investigations will focus on metadata to enable both generic and object-specific resource discovery of multimedia digital objects. We argue that metadata, defined as structured data about data [39], plays in an essential role in the networked resource discovery process by defining fixed schema to allow uniform queries across diverse objects.  Building on our formulation of the Warwick Framework [31], we claim that generic and object-specific resource discovery can best be accommodated by associating multiple metadata packages with digital objects.  We propose to investigate the formulation of these packages, their interaction, and the mechanisms for indexing and querying them. 

Our research will build on a number of high-profile digital library and metadata efforts with which we are closely associated.  In this context, we intend to investigate the following issues:

· The extensibility of the Dublin Core metadata set [41] for describing and enabling resource discovery of multimedia objects.  We will investigate and develop a qualification framework [40] for the basic Dublin Core elements that extends its descriptive semantics to the specific aspects of multimedia objects [25]. 

· The utility of the Resource Description Framework (RDF) [33] and the developing Dublin Core data model [2] for expressing this qualification framework.  We will investigate and develop an RDF schema [10] for the multimedia qualifiers [23] and validate our work against this schema.   

· The utility of co-existing metadata standards within the multimedia digital object to express finer granularity resource attributes and facilitate object-specific resource discovery.  Specifically we will investigate and refine developing multimedia metadata standards such as the Multimedia Content Description Interface (MPEG-7) [4] and the Synchronized Multimedia Integration Language (SMIL) [19].  

· The suitability of an evolving digital object architecture - FEDORA [36] – as the container for the multiple content and metadata streams of multimedia content and the mechanism for automatically generating metadata packages

· The tools and mechanisms for indexing RDF metadata descriptions and processing queries against those indexes. 

Due to our close associations in standards efforts for both metadata and general digital library interoperability we expect that the results of our research will be rapidly disseminated to and influence those efforts

Throughout the proposed project we will test our research results on a testbed that leverages content developed from two other funded projects - the Cornell Lecture Browser Project [26, 27] at Cornell University and the SuperNOVA Project at DSTC [18].  Both of these projects have developed and continue to develop multimedia "documents" that are digital representations of computer science lectures.  While the testbed is discipline-specific, the technology developed will be of considerable interest and applicability to the entire area of distance learning.  We expect that the international collaboration proposed in this project will be an interesting laboratory for future multi-national distance learning initiatives.

2 Exploring the characteristics of metadata for resource discovery

Resource discovery is a long-term, multi-threaded, and iterative process with complex and dynamic requirements [30]. We can characterize it as having a number of dimensions, whose relationships range from completely orthogonal to highly interdependent. These dimension include phase, describing the movement between coarse and fine granularity query and evaluation semantics; and domain specificity, depicting the association of query criteria with specific domains of discourse. 
Our concern in this proposal is to examine the role of metadata, and its many manifestations, in this multi-dimensional resource discovery process. Specifically, we intend to investigate the role of various forms of metadata, both general purpose and specific, in meeting these shifting resource discovery requirements.  Our research will take place in the context of multimedia objects, which due to their complexity place the greatest demands on resource discovery mechanisms.  We claim that our results can be "down-scaled" to the simpler needs of single media digital objects.

The tension between generality and specificity in metadata forms has bedeviled the metadata community for a long time.  Our formulation of the Warwick Framework [31] was motivated by the recognition that the notion of a universal metadata set is misguided.  The Warwick Framework argues that the best way to accommodate specific metadata needs is through a modular approach where multiple metadata packages, perhaps separately administered and created, are aggregated within a logical container.  In the context of our research, we consider the container in the Warwick Framework to be synonymous with the digital object abstraction. 

The Warwick Framework concept of associating multiple metadata packages with a single digital object raises two interesting issues that we intend to explore in our research.

The first issue is where to establish the "point of discontinuity" between extensibility of individual metadata forms and logical modularity?   With every metadata set there is the tendency to develop mechanisms for semantic refinement.  In the Dublin Core effort this semantic refinement is expressed through the notion of qualifiers [40] for the basic Dublin Core elements.  However, this qualification to allow semantic refinement has implications on the semantic interoperability of the element set.  Conceptually resource discovery tools should be able to “mask out” instance specific qualifiers and allow basic resource discovery using the broad semantics of the basic element set.  However, the line between refinement and redefinition is unclear and there are certainly cases where qualifications schemes violate the interoperable semantics of the basic Dublin Core element set. 

This tension between extensibility and modularity is illustrated in Figure 1, in which the yellow ovals indicate basic, or “unqualified” Dublin Core, the green circles are qualified enhancements of those elements, and the blue ovals separately defined metadata packages.  As formulated in our work with the Dublin Core data model group, element qualification represents an extensibility continuum, whereby qualifiers can have increasing levels of semantic refinement (indicated by the arrows in the figure between the basic elements and their qualified instantiations).   However, at some point further semantic refinement is incompatible with interoperability and increased specificity should be attained with separate metadata packages, as defined by the Warwick Framework.
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Figure 1 - Interoperability, extensibility, and modularity for metadata

In Section 4.1 we describe our plans to investigate multimedia qualifiers for the basic Dublin Core elements.  We follow in Section 4.5 with a description of our planned research into other metadata schemes for multimedia description.  Our evaluation of our research results, described in Section 7, will focus on the interoperability issues raised by moving across this extensibility/modularity spectrum.

The second research issue provoked by the Warwick Framework is the semantic interaction and overlap of multiple metadata packages associated with a digital object. While packages are to some extent logically distinct, they may have semantics that overlap in complex ways. 

This overlap may occur at numerous levels. There is the possibility of horizontal semantic overlap between two metadata sets directly embedded within a digital object.  One simple example is a digital object with two contained descriptive cataloging records; one MARC and one Dublin Core. There is also the possibility of vertical semantic overlap between two metadata sets, one directly contained within a digital object and the other logically contained via some linkage within the digital object to external content. An example of this is a complex object with multiple descriptive metadata sets associated with content embedded in the structure of the object. Is the description of the object as a whole derived from some union of the semantics for these separate descriptive metadata packages? What are the rules for this union? 

In the end, the semantics of the metadata associated with a digital object need to be understood by the "consumers" of metadata - the clients and agents that access objects and the users that configure these clients and agents. We run the danger, with the full expressiveness of the Warwick Framework, of creating such complexity that the metadata is effectively useless. Finding the appropriate balance and developing mechanisms for combining the multiple metadata sets associated with a digital object is a fundamental research problem. 

Consider, for example, a common consumer of metadata in the context of resource discovery - the "spider" or "crawler" that tries to gather descriptive metadata for digital objects and then compiles it into a searchable index. Designing this agent is difficult if descriptive cataloging metadata is contained, without concern for consistency, in a number of metadata sets for each object. What are the rules for assembling a usable index from such arbitrarily mixed metadata? What are the semantic transformations that can be made across the multiple metadata sets?

One plausible approach that we plan to pursue is to explore and develop a relationship metadata description that might exist as one of the metadata sets associated with a digital object.   This package might describe the integration between multiple descriptive metadata sets associated with a digital object, in the same manner that a SMIL [19] metadata package describes the integration (for presentation purposes) of multiple content streams associated with a digital object.  The notion of relationship metadata has been explored in the Dublin Core metadata initiative.  [7] defines a set of qualifiers for the Dublin Core Relationship element that are useful for describing the logical relationships between objects.  Finally, RDF [33] is based on the notion of describing relationships between resources and may provide us with the required primitives for this task.  We plan to explore these avenues as a model for such a relationship metadata description.

3 Associating Multiple Metadata Sets with Digital Objects

To accommodate the diversity of digital content in digital libraries, it is useful to modularize the storage and delivery of data and associated metadata into the five components shown in Figure 2.  Representation is the storage of media—text, images, video, metadata packages—into digital streams.  Aggregation is the collection of a set of digital streams into an identified container, a digital object, which then acts as the context in which the packaged content is available to clients.  Transformation is the use of computational mechanisms to combine and convert aggregated digital streams into normalized content types: for example, books with chapters and tables of contents, movies with scenes and frames, and Dublin Core records with separate elements. Dissemination is the release of the transformed content to clients; objects are accessed through the service requests defined for the content types.  Finally, Reflection is the aggregation of disseminated digital streams of one digital object into another digital object (along with other digital streams).


[image: image2.wmf]01000100

01000111

11000101

URN

1

010110110

0101000010

Representation

Aggregation

Transformation

Dissemination

01000111

URN

2

Reflection


Figure 2 - Component model of digital content

In FEDORA [36] we describe an architecture based on a digital object class with two logical layers. A core structural layer permits encapsulation of mixed content.  An interface layer addresses extensibility requirements by allowing externally defined (and externally stored) content-specific behaviors to be associated with the encapsulated content. For example, a digital object, composed of a set of scanned images, can offer “book behavior” (e.g., the ability to fetch chapters or tables of contents) through the association of a “book interface” with the object.  Given the appropriate mechanisms, it would also be possible to associate with the same digital object other behaviors, such as “audio-book behavior.”

In our current research we have begun to examine FEDORA as a packaging and dissemination mechanism for complex digital objects, such as the multimedia objects that we intend to use in this proposal.  Thus, this research project will both leverage that other research and provide a context for further examination of these issues.

 In the specific context of this project we plan to examine the usefulness of FEDORA as a mechanism for associating multiple metadata packages with digital objects [12] – as an implementation of the Warwick Framework.  One interesting area of investigation is the notion of dynamic [30], or “just-in-time”, metadata, in the fashion of “just-in-time content” as described in [37].  We do not mandate in the Warwick Framework that the metadata packages be fixated as physical bytestreams in the digital object.  In fact, a metadata package might be a logical entity that is generated on the response of some service request (e.g., get_DC_elements) to a digital object.  The FEDORA architecture is well-suited for such dynamic generation, with the ability to associate extensible dissemination agents with the content packaged in a digital object.  We will investigate the utility of these agents for the automatic generation of metadata formats described in Section 4.  One interesting approach might be the use of RDF schema [10] to structure the output of such agents.  Such an approach would allow the dynamic metadata to automatically evolve as schema changed over time.

4 Metadata for Resource Discovery of Multimedia Objects
In this section we describe the proposed core research on metadata which enables both generic and object-specific resource discovery of multimedia digital objects.

Our research goals for this component of the project are to investigate the following:

· The development of a qualification framework for the basic Dublin Core elements that extends its descriptive semantics to the specific requirements of multimedia documents whilst maintaining semantic interoperability.

· The utility of RDF and the developing Dublin Core data model for expressing this qualification framework.

· The utility of other multimedia metadata standards such as MPEG-7 and SMIL to express finer -grained resource attributes and facilitate media-specific resource discovery.

· The development of an RDF schema which is capable of defining the structure, content and semantics of multimedia objects as well as enabling validation and automated content checking

· The development of a metadata generator/editor application, based on the above schema, for generating RDF descriptions of multimedia resources.

· The generation of aggregated RDF descriptions for composite (SMIL or HTML) multimedia documents from the RDF descriptions and temporal, spatial and hypermedia specifications of the individual component objects.

4.1 Extending Dublin Core for Multimedia Objects

Dublin Core was designed specifically for generating metadata for textual documents. It provides a simplified set of 15 elements which enable searching for complete textual documents across heterogeneous databases and schemas over the WWW. Although a number of workshops have been held to discuss the applicability of Dublin Core to non-textual documents such as images, sound and moving images [15, 16, 42], they have primarily focused on extensions to the 15 core elements through the use of qualifiers and schemes to describe audiovisual-specific bibliographic-type information rather than the actual content.

We are proposing the development of  media-specific Dublin Core qualifiers to describe the structure and content of the individual self-contained multimedia objects e.g. a video clip, an image or an audio track. By applying qualifiers to certain Dublin Core elements, we can provide multiple levels of descriptive information in which the top level can be used for generic, cross-media, inter-disciplinary searching and the lower levels can be used for fine-grained media- and discipline-specific searching. 

The advantages of this proposed extensible Dublin Core approach are: 

· It provides both 'core' and 'full' data descriptions to satisfy both generic and object-specific queries, enabling searching across media types as well as deep within particular multimedia objects.

· It inherits the advantages associated with Dublin Core - simplicity, semantic interoperability, scalability, international consensus and flexibility. 

· It can exploit work already done on Dublin Core metadata generation and Dublin-Core based indexing and search tools. 

The DC elements which we propose extending are Type, Description, Format, Relation and Coverage [25]. 

Type defines the category of the resource and will be taken from a hierarchical enumerated list of multimedia types or genres. In addition, there is a need to be able to specify parts and sub-parts of complete multimedia objects. For example, film and video documents can be broken down into the following parts: sequences, scenes, shots, frames. Each sequence consists of a number of contiguous scenes. Each scene consists of a number of contiguous shots. Each shot consists of a number of contiguous frames. Each frame can be subdivided into regions representing actors or objects. Some examples of permissable Types are: 

            DC:Type = "Image.Moving.Film.Documentary.sequence.scene" 

            DC:Type = "Image.Moving.TV.News.sequence.scene.shot.frame"

We propose that associated with each Type will be a set of allowable DC.Description qualifiers. For example if  DC:Type = "Image.Moving.TV.News.Scene.Shot" then valid descriptors might be Description.keyframe, Description.lighting, Description.camera.angle, Description.camera.distance and Description.camera.motion. 

If DC:Type = "Image.Moving.TV.News.Scene.Shot.Frame" then valid descriptors might be Description.colour (a colour histogram of the frame), Description.anno.text (annotation text) and Description.anno.position (annotation position). In addition, the content of each of these descriptors must be a certain format or data type.

The DC Format element represents the data format of the resource and can be used to identify the software and possibly hardware that might be needed to display or exploit the resource. This information is of particular importance for the presentation of multimedia resources. The kinds of extensions we envisage include: Format.type (35mm, VHS); Format.length (31 mins); Format.colourdepth (25); Format.videocodec (MPEG1, MPEG2, AVI, MOV); Format.framerate; Format.videores; Format.videowidth; Format.videoheight; Format.audio (Y/N); Format.audiochannels etc.

The DC Relation qualifiers HasPart and IsPartOf  enable the description of the hierarchical structure of complete multimedia objects. For example, videos or clips contain sequences, which contain scenes, which contain shots, which contain frames. Thus the Relation values for a particular scene, Scene#3, might be:

      Relation.HasPart = shot3.1, shot3.2, shot3.3

      Relation.IsPartOf = sequence3 

The hierarchy of parts and sub-parts within a multimedia object type imposes rules on the use of the HasPart and IsPartOf subelements. Clearly for video objects, shots can be parts of scenes but not vice versa.

The DC Coverage element can be used to specify the temporal or spatial relationships between multimedia components. For example, DC.Coverage.t can specify the location of clips, scenes, shots etc. within a larger video segment. The format of the time value might be a frame number, SMPTE time code or time from the start. 

      Coverage.t.min scheme=SMPTE ="09:45:23;14"

      Coverage.t.max scheme=SMPTE ="09:45:32;1" 

Similarly the Coverage subelements, Coverage.x,Coverage.y, Coverage.z, Coverage.line, Coverage.polygon and Coverage.3D can be used to describe the spatial locations, motion and shapes of objects/actors within a frame or objects within an image. 

Figure 3 illustrates the proposed structural components, Dublin Core attributes and other media-specific and level-specific attributes for digital video objects.

The emerging MPEG-7 standard is going to define descriptors and description schemes for different media types (still images, video, audio, synthetic visual content and synthetic audio content), applications and domains. One approach worth investigating is to derive the DC qualifiers from the MPEG-7 descriptors and description schemes (when they become available). MPEG-7 could be mapped to qualifiers on DC Type, Description, Format, Relation and Coverage for specific media types and domains. 

The use of media-specific and domain-specific Dublin Core qualifiers constitutes a "pure Dublin Core" approach. The alternative is a "hybrid" approach in which the Resource Description Framework (RDF) is used to combine both simple unqualified Dublin Core and MPEG-7 within a single description container. Dublin Core can be used for generic media-independent search and retrieval while MPEG-7 can be used for object-specific fine grained queries.

Our research will compare and evaluate these two approaches for multimedia resource discovery and determine the best balance between semantic interoperability, extensibility and modularity.

[image: image3.png]ocTie
0C Creator
DC Subedt
OC Pubisher
0C Descrplon DC e
OC pubisher OC inerier
DC Contiutor 0C Desarpion
0C e 0C Subjec
0C Tye | DC Contriutor Preserter
0C Formet OC Format Length
O derifer DC Coverage T Min
0C Source DC Coverage T Mex
Conpimevasacip || DSkngese | el
O Fighis Meia-specifc
! Descriptors
X 0C Te Tet
ived Sounctrack Seqence? [w{Seouience2 |{Secuienced] 1o || D eriter scipt
OC Decaiption || Trensatit
DC Formet Length Edilit
s l el Ferr | BeczrermeTian || Keyrane
peccn Trci| - |Music Tr o o o DC CoverageT Max ocale
Track Scene1 1 ] scenet 2 [ scenet 3 | | B coveree T Loca
0C Relson HosPart | | Obiedts
Pronene i | [ Score Dbt
wior | |sanarx|  [Eettat w2 {3 | ot
tempo 0C Tye serpt
O iderier Transcipt
0C Desarplon Editlit
Frame 1 |———®[Frame120|—— | | D¢ FormatLengtn |4 | KevFrame
DC Coverage T hin | | CameraDist
T 0 Covermge Tt | | Cameradrgle.
Oeett | [[Oiectz | [ Oects DE RelaiontePart| | Lightng
Opentrans
CloseTrans
¥ DC Type
D¢ Tye Tor O dertifer
O dertifer Postion 0C Desarplon ot
SEseramion | 1| S Scramatme || I
Teedory OC RelsiontiaPart| | Timedamp
Spesa Coour
Cour sno Tt
Teiure snapon
Velune.
srnoTed
smnapon





Figure 3: Potential Dublin Core Descriptors for Video Object Components

4.2 RDF Encoding

RDF is designed to provide an infrastructure to support metadata across many web-based activities. It provides a uniform and interoperable means to exchange metadata between programs and across the Web by providing a container for different communities' metadata schemes. 

We propose using RDF to encode the DC-based metadata descriptions for multimedia objects. The layered containment structure of multimedia objects can be supported by defining RDF Sequence collection nodes within each DC:Relation:HasPart and a separate RDF:Description for each element of the Sequence collection. 

The code below illustrates how the hierarchical structure of a video clip and the DC-based metadata for its components, can be encoded using RDF. This example illustrates the metadata for a news program which contains 4 sequences. Using RDF, the metadata for each sequence can be nested within the RDF file for the complete program. Similarly the metadata for each scene can be nested within the metadata for the sequence in which it is contained. Alternatively, they can be maintained in separate RDF files. Our research will determine the optimum approach.

4.3 The Schema

To adequately model multimedia, a schema is needed which is capable of defining the structure, content and semantics of multimedia objects, whilst also enabling validation and higher levels of automated content checking.  A multimedia-capable schema must be able to support the following: 

· Hierarchical structure definitions. The schema must be able to constrain the structure to a precise hierarchy in which complete multimedia documents or objects sit at the top level. These in turn contain multiple layers of components which are related spatially, temporally and conceptually and which possess their own unique but overlapping sets of attributes. 

· Each level (or class) within the hierarchy must be constrained to possess only specific attributes. Our research will determine what these attributes should be.  We expect that each layer will possess the 15 simple, optional and extensible DC elements plus a set of class-specific attributes unique to that layer. These will be either particular DC qualifiers or a set of MPEG-7 descriptors. 

· Element and attribute inheritance. It should be possible to specify sub-classing with inheritance of attributes from the upper to lower classes. In addition, sub-classes should be able to have their own additional attributes. This allows efficient reuse and customization of document schemas. 

· Name spaces, enabling the use and combination of existing descriptors from different communities, without the need for redefinition, should be supported by the schema.

· Data Typing. It must be possible to constrain the values of attributes to certain data types. Data types supported should include primitive data types as well as Schemes (e.g. SMPTE), enumerated data types, controlled vocabularies, file types (images), URIs and complex data types (e.g.colour histograms, 3D vectors, graphs, RGB values etc.). It should also be possible to specify multiple alternative schemes or data types for a particular attribute. 

· Spatio-temporal specifications. The Schema must be able to support the specification of fine-grained temporal characteristics e.g. begin and end time of segments and their duration. Similarly, it should be able to support spatial representation e.g. regions within an image or motion along a line.

· Spatial, temporal and conceptual relations. Spatial relations such as neighbouring objects and temporal relations such as sequential or parallel segments should be supported. Given such a relationship between two classes, it should also be possible to constrain specific attribute values of these classes. For example, the start and end times of scenes contained within a sequence, must lie within the start and end time of that sequence. 

· Human-readability. Ideally, both the schema and the description output from the schema should be human-readable, as well as machine-readable.

An evaluation of currently available XML schemas and proposed schemas [23], including RDF, XML DTDs, Document Content Description (DCD) and Schema for Object-oriented XML (SOX), showed that none is ideal for describing complex multimedia documents. They each satisfy some but not all of the requirements listed above. 

The RDF Schema provides the best semantics, enabling relationships other than the implicit child or contains relationship. However because RDF relationships are constrained to a single range, they can’t be applied generically across multiple domain/range pairs. RDF also supports class inheritance but has virtually no data typing. DCD is an improvement on XML DTDs because it provides better data typing and also provides additional semantics via its RDF conformity. However it doesn't currently support inheritance. SOX has the best data typing and supports inheritance ( with attribute extension only, not element extension) but is not RDF-conformant.

None of the schemas is designed for describing complex hierarchical structures in which there are spatial, temporal, structural and conceptual relationships between the components and where these relationships map to constraints on the relative attribute values of the related components. For example, spatial relationships such as neighbours, in-front-of, behind, overlapping and surrounds correspond to certain constraints on the values of the shape, location or volume attributes of the related objects. Similarly temporal relationships such as contains, sequential, parallel and overlapping should be mapped to constraints on the start time, end time and duration of the components. None of the schemas support this capability. 

An additional desirable schema feature is the ability to define equivalence relationships between attributes and define constraints based on these relationships. For example, suppose there are two attributes, ColourText and ColourHistogram. Then in an ideal schema, users would be able to define an enumerated data type for ColourText (red, yellow, green, blue etc) and for each of these possible values, a correponding permissable range of ColourHistograms would be defined. An even more complex example is the mapping of a textual description attribute to some combination of shape, colour and texture attribute ranges. Such a schema could then be used to both validate the integrity of the input data but also automatically generate metadata where it is not provided. This ability to map from high-level features (such as text) to low level features (colour, shape, texture) would also greatly improve the searchability of complex multimedia archives. Simple high-level textual queries could be automatically translated into complex boolean queries on low level features. None of the schemas examined provide such sophisticated capabilities. 

Our proposal is to take the optimum capabilities of each of the existing XML schemas and to combine them and extend them where necessary to satisfy all of the above requirements.  The proposal is to develop a schema based on a model consisting of classes, properties and relations between classes [24]. This constitutes the existing RDF classes and properties model but with the addition of relations, temporal and spatial specifications and data typing capabilities. Such a schema will have the ability to define generic (temporal, spatial, conceptual) relationships and apply them with constraints on the attribute values of the related classes. 

4.4 The Metadata Generator

Given a model for describing digital multimedia objects (i.e. the schema), the next step is to generate the standard metadata descriptions, based on this model, for the objects within the digital archive. Such descriptions may be generated from scratch, user input or from a variety of pre-existing metadata for either newly created or pre-existing digital multimedia objects. They may be stored statically in a database or as part of a digital object.  In addition, they may be generated dynamically in response to a service request, in the manner of disseminators in FEDORA as described in Section 3.  

This component of the testbed involves building an application which can take as input, a single digital object, a schema, user input and various manually and automatically extracted descriptors.  T could then output an aggregated file (RDF or something similar), which is a complete but standard description of the structure, content and semantics of the object. Input descriptors might include the location of temporal and spatial segments, keyframes, histograms, transcripts, closed captions, bibliographic information, programming code etc. The schema will constrain and validate structure and content of both input and output. Figure 4 illustrates the expected inputs and outputs for this application.


Figure 4: Expected Inputs and Outputs for Metadata Generator

Figure 4 doesn’t portray the multi-layered nature of the metadata generator. This application and its user interface must provide users with tools for defining both the structure of the multimedia object, as well as the DC-based metadata for the structural components. This application will also use the schema to validate and apply constraints to the input. These constraints may be implemented as automatically-generated templates or forms, with default values in most fields. Users will need to complete the DC fields in the form for each structural component. DSTC’s Reggie application [6] currently provides this functionality for monolayered simple document metadata input. Our proposal is to extend and enhance Reggie to enable metadata generation for multi-layered multimedia resources.

Research issues include:

· The design of a user interface which will enable multi-layered metadata input.

· Determining the optimum structure of the generated RDF description.  Should it be a single nested file or a number of separate RDF files, one for each component?

· The storage and indexing of the RDF files.

4.5 Structural Metadata for Complex Multimedia Objects 

In the sections above, we have described how we expect to be able to generate Dublin Core-based metadata for individual, single-medium, digital multimedia objects and encapsulate them within RDF files. However, in digital libraries, the value of multimedia resources depends, to a large extent, on the ease of reusing and re-interpreting these resources within a variety of different contexts. Standards are required both to combine, reuse and reinterpret digital multimedia objects within multimedia presentations or interpretive, value-added, web-based documents, but also to search and retrieve content from such complex, composite resources. To enable users to access the content within structured documents, at anything below the coarsest generic level, digital libraries must provide information on the document structures as well as tools to allow users to submit queries based on this information.  The structural information may include the structural composition of the object (e.g., what types of individual media streams exist in the object), the individual characteristics of each of these media streams (e.g., the number of frames in a particular video clip), and the structural relationships between these streams (e.g., the synchronization characteristics of a video and audio stream in a multimedia object). By providing access to such information, users are able to submit queries such as: “Find me the third scene from the video clip which came after the speech by Martin Luther King”.

SMIL (Synchronized Multimedia Integration Language) [19] is an emerging standard for describing Web-based multimedia presentations. It is a declarative language for describing how the various components are to be combined temporally and spatially to create a presentation. Every SMIL component has an optional meta attribute which can be a pointer to an RDF file. For example: 

<video id="wrapup" channel="v-main" src="mpeg/lecture12.mpg"  meta="http://dstc.edu.au/videometa/lecture12.rdf">


Figure 6: Aggregation of Component RDF into Composite Metadata Description

In order to be able to perform resource discovery on these composite documents, standardized metadata descriptions will be required. Our proposal is to investigate how to generate aggregated Dublin Core-based RDF descriptions for composite SMIL and HTML documents, using their temporal, spatial and hypermedia specifications and the existing RDF descriptions of the individual components. Figure 6 illustrates the proposed process. 

This work will also require the development of a schema to validate the aggregated RDF output. Ideally this schema will be the same as or an extension of the schema described above for single-media, self-contained digital objects.

5 Indexing and Searching RDF Metadata Descriptions

In the preceding section we propose research into multimedia extensions of the Dublin Core and the use of companion metadata formats to describe the unique structural characteristics of multimedia digital objects.  Congruent with developing Web and Internet standards we propose to use RDF as the data model and XML [9] as the carrier syntax for the metadata formats that we develop.  

The growing standardization of XML and RDF in the Web community has provoked considerable interest in mechanisms for indexing and querying objects expressed in these languages.  A recent workshop [5], in which we participated, demonstrated both the interest and activity in this area. RDF embodies many of the principles of the Warwick Framework metadata architecture. In particular, RDF is designed to allow the devolution of metadata vocabulary management to communities of expertise, whilst providing a common abstract model for hetrogeneous metadata. By enforcing a single data model applicable across multiple vocabularies, RDF both implements and extends the Warwick Framework. As originally formulated, the Warwick Framework facilitates metadata modularity through the notion of separate packages of metadata. The RDF data model removes this segregation into distinct metadata modules by allowing individual statements in each RDF description to draw upon different metadata vocabularies. At the cost of imposing a single data model (and concrete syntax), RDF provides an abstraction which allows multiple vocabularies (e.g. DC, SMIL, MPEG-7) to be represented, searched, aggregated and manipulated within a single framework.

Our work in this area will be to explore the implications of these features of RDF for the indexing and searching of complex structured metadata, and to develop an approach to querying RDF repositories which builds upon these capabilities. RDF’s graph-oriented data model makes it possible to define metadata aggregation as graph superposition: where two distinct RDF graphs describe some common Web resource, the data can be merged into a single database through a join based on the URIs of common nodes in those graphs. This is a powerful mechanism, allowing data to be extracted from multiple RDF files or multimedia objects and the aggregation of the encoded metadata statements to be derrived via a simple algorithm. The RDF Schema also defines basic mechanisms for expressing class hierarchies similar to those familiar from object oriented modelling (eg. ‘Publisher’ might be an RDF sub-class of  ‘Agent’), as well as a facility for expressing the fact that one type of property (eg. ‘technicalAuthor’) is a refinement or specialization of another (eg. ‘creator’). The ability to express such notions of vocabulary specialization in a machine-understandable manner relates strongly to the central research questions addressed by this project. These facilities in RDF suggest mechanisms by which community-specific extensions to the Dublin Core might be documented in a schema in such a way as to allow mechanical mapping between the extended and the base flavours of Dublin Core. For example, an RDF database that stored the fact that the property ‘LOCAL:technicalAuthor’ was a specialization of DC:Creator would be capable of satisfying queries for ‘DC:Creator’ by DC-aware agents whilst also providing more specialized search facilities for agents familiar with the ‘LOCAL’ RDF vocabulary.

This strand of research will explore the social and technological requirements for Dublin Core extensibility in the context of the facilities provided by RDF and related graph-oriented query formalisms. The work will evaluate the various options for expressing vocabulary refinement in RDF / Dublin Core against likely query and indexing scenarios. Without a clear presentation of the likely options available for querying RDF databases, the design tradeoffs for vocabulary-refinement mechanisms currently faced by Dublin Core are difficult to evaluate. Through a review of database and query engine technologies applicable to RDF-like content (eg. Inferential and Object-Oriented databases), and through benchmarking and user evaluation of testbed installations, this work aims to provide an experimental environment in which these issues can be addressed.

Whilst the design and implementation of a full database system is beyond the scope of this project, the RDF storage and query work will provide the project with a well-defined API to RDF datastores and one or more testbed implementations of this interface. These will most likely drawing upon existing inferential database systems such as reported in [14].  The interface will be defined using a language independent formalism such as OMG IDL (leveraging CORBA expertise amongst the project partners).

The other components of the project have some dependencies on this deliverable; we can be confident that we can achieve the objective of  defining a query interface for RDF since existing work (undertaken by Bristol and others) has demonstrated the feasibility of querying RDF and of storing RDF data in existing inferential database packages.  For example, Bristol collaborated in the development  of an early RDF testbed reported in [14], whereby indexing and querying of RDF expressions is achieved through a logic based approach.  [14] uses Frame-Logic (F-logic) [29]; by mapping RDF into a Frame-Logic it is possible to express logical rules over RDF descriptions. This has application both in the representation of complex schema consistency constraints and in representing complex queries. RDF is particularly suited for the expression of logical rules to support inference-based query interfaces; however the trade-offs involved in exploiting these possibilities for storage and search of RDF Dublin Core data have yet to be investigated in any detail. Many DC search applications are oriented towards a simple, flat ‘attribute-value pair’ data model. By providing a testbed environment and proposals for a richer RDF Query interface, this work package is intended to contribute to the practical realization of the Warwick Framework architecture in a Dublin Core context.

The following deliverables will be the major outcomes of this activity:

1. Specification of RDF indexing mechanisms for efficient query (including benchmark data showing  query-time cost of exploiting various inference-oriented RDF capabilities)

2. RDF Query interfaces: design and implementation, addressing simple graph-query API and richer Inference-oriented query language.

3. Testbed system providing RDF query interface to large database of complex aggregated multimedia metadata. 

6 Distance Learning Testbed

The development of an extensive digital collection is not an explicit goal of the project.  On the other hand, we recognize that prototyping, refining, and testing of the research results requires a reasonably sized collection of content.  Fortunately, two of the partners, Cornell and DSTC, possess already established and growing collections of multimedia content, the development of which has been and is being funded through other sources.  The content of these collections falls under the genre of distance learning material – multimedia representations of lectures and classroom presentations.  While we have not at this point established linkages between this project and investigators in the very active distance learning and learning materials metadata [3, 38], we anticipate that our research results will be of considerable interest to them.

The Lecture Browser Project [26, 27] at Cornell is funded by a number of sources including DARPA, Xerox, and Intel to examine issues such as video segmentation, video tracking, and multimedia integration.  This project is developing a growing collection of computer science classroom lectures and computer science colloquia that are stored as online interactive learning documents consisting of lectures indexed by slides and searchable by keywords or phrases. 

The SuperNOVA Online Lecture Archive also consists of an online archive of digitized videos (MPEG-1) of DSTC training and course presentations, indexed using their associated PowerPoint slides. Topics have been confined to the research areas in which DSTC is a renowned world expert and include Java, CORBA, Z39.50 and Metadata.

We plan to develop metadata descriptions for these existing multimedia presentations using the standards described in Section 4:

· Qualified Dublin Core descriptions of the various components will be generated and encoded in RDF

· SMIL descriptions of each presentation, specifying how the various components are to be combined temporally and spatially, will be generated.

These metadata descriptions and content will be stored as digital objects defined by the FEDORA architecture (described in Section 3) in distributed repositories, located at both DSTC and Cornell. 

 Additional backbone technology for the delivery and organization of these digital objects will be provided from the results of companion research at Cornell in digital library infrastructure [32, 34].  We, in fact, anticipate considerable cross-fertilization with this companion research project in the form of other content, single media and multimedia, on which to apply the results of our research.  This content includes electronic publications [17],  digitized library content [1], and scientific data [22].  This combination of various forms of content will provide an excellent basis for evaluating the effectiveness of our metadata standards (see Section 7).

7 Evaluation of Research Results

The goal of our research is to develop and implement metadata that assists in the discovery of multimedia objects.  Human reaction to query effectiveness is at the center of our evaluation strategy [8, 11, 21].   Thus, users representing a cross-section of the intended audiences will help analyze the effectiveness of the metadata systems that are developed [20].  An independent research team headed by Dr. Geraldine Gay  at the Interactive Media Group, Cornell, will rely on rich data collection and analytic tools to enable triangulation of research findings. Measurement and evaluation will employ a multi-method approach, generating both quantitative and qualitative data from different sources and artifacts that will be centered on system performance and users' experiences with the query tools [35]. Measurement will aim at addressing the following questions:

1) Do users find the search system to be an effective research and learning tool? Does it effectively support users' scholarly research process? Are users satisfied with the searching, navigation, pointing, linking, mapping, control, and display capabilities? Do metadata elements support users' behaviors?

2) How effective were the different queries? Were multimedia descriptors effective? What do they like and dislike about the prototype?  What kind of revisions/enhancements will increase their satisfaction level?

3) Did the system architecture encourage new ways of searching and understanding the materials represented? What are these behaviors? Does the metadata support both general purpose queries and those targeted at the structure of the multimedia objects?

4) Are there different usage patterns or levels of satisfaction displayed by different user groups (discipline, age, gender, goal, etc.)

7.1 Data Collection

In a continuous and integrated fashion, we will conduct user assessments, unobtrusive electronic tracking and monitoring, as well as technical evaluations.  The research population will include graduate students in computer science, as well as the staff members coordinating the project.  A section of the project web site will be devoted to evaluation and sharing of on-going findings among the project team; this will facilitate project coordination, planning, data collection and reporting of results. Our data collection methods will include server log analysis, site content capturing, on-line surveys, focus groups, and interviews.

7.2 Data analysis

Data analysis will follow established practices and procedures in survey research, focus groups and content analysis.  Whenever necessary, statistical procedures (mainly correlational analyses and multiple regressions) will be conducted in cooperation with the Office of Statistics Consulting at Cornell University.

8 Project Management and Collaboration

The researchers in this project have a background of cooperation and collaboration within the Dublin Core metadata initiative and the W3C RDF initiative – two highly influential efforts with international scope.  In fact, the participants from the three collaborating institutions have authored a number of the defining standards documents and academic papers for both of these efforts and serve on the respective governing and coordinating bodies.  Because of this, there already exists an institutional foundation for both the management of this project and the dissemination of the results.  The roots of the proposed research lie in meetings among the researchers at ongoing meetings of both the RDF and Dublin Core initiatives.  We expect that these meetings will continue throughout the length of this research project.

We recognize, however, that the proposed project will require a project management plan to ensure results from three geographically distributed research groups.  The first component of this plan is a clear partitioning of the work responsibilities.  The separate responsibilities are listed in Table 1.

Table 1 - Task breakdown among collaborators

Cornell University
· Overall project management

· Digital object architecture

· Metadata packaging in digital objects

· Dynamic metadata generation from digital objects.

· Testbed design and construction

· Evaluation of results

Distributed Systems Technology Centre
· Dublin core qualification specification

· MPEG-7 and SMIL extensions specification

· Metadata expression in RDF data model

· RDF schema design and verification

· Dynamic metadata generation

ILRT, University of Bristol
· Specification of RDF indexing mechanisms

· RDF Inference / Query interface API design 

· Query testbed implementation and benchmarking

· RDF schema extensibility issues; eg. rule language for expressing constraints

· RDF query implications for DC refinement and community extension

This task breakdown is based on a number of criteria.  First, it exploits the established research expertise of the individual partners, as shown by the participants’ work cited throughout this proposal.  Second, the tasks are sufficiently partitioned to permit efforts among the three partners to proceed relatively independently.  Third, the each of the partners, at the completion of the project, will able to clearly define their accomplishments to satisfy reporting requirements of their respective funding agencies.  Finally, as described in Section 0, the linkages between the functionality of the individual tasks are well defined and can be effectively integrated into a working digital collection. 

Although there will be relative independence among the three research sites, the three partners recognize that a level of high-level coordination is necessary.  As noted in Table 1, this coordination role will be the responsibility of Cornell.  This role fits well with Cornell’s role as testbed coordinator (a task for which Cornell is well qualified due its experience with distributed digital library administration in the NCSTRL project [13]).  As testbed coordinator Cornell will have the most hands-on role in overseeing the integration of research results and ensuring the timeliness of results delivery.  We anticipate that one startup task of the project will be development of a delivery timeline for the development and refinement of the prototype collection.

While e-mail and periodic phone calls will be the major form of communication among the project partners, we recognize that face-to-face meetings among the project coordinators at each site are required.  For this reason we have individually budgeted for biannual meetings – a total of six meetings over the life of the project, 2 in each partner location.
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1986-90 Project Manager, Centre for Information Technology and Communications (CITEC), Qld Govt.

8.1.13 Selected Publications

J. Hunter, "Extending the RDF Schema to satisfy the MPEG-7 Description Definition Language Requirements", Submission to MPEG-7 Test and Evaluation AHG Meeting, Lancaster, February, 1999

J. Hunter, "A Comparison of Schemas for Dublin Core-based Video Metadata Representation", 46th MPEG Meeting, Rome, 7-11 Dec 1998 

J. Hunter, "The Application of Metadata Standards to Multimedia In Museums" CIDOC '98 Conference , Melbourne 10-14 October, 1998

J. Hunter and R. Iannella, "The Application of Metadata Standards to Video Indexing", Second European Conference on Research and Advanced Technology for Digital Libraries ECDL'98, Crete, 19 - 23 Sept, 1998

A.Bitterer, A. Godulla, J. Hunter, S. Ison and L. Montorio, "Digital Library for Windows NT; Building a Collection Treasury Application", IBM Redbook, Feb 1998 

Renato Iannella (DSTC)

Distributed Systems Technology Centre

Level 7 General Purpose South

University of Qld

St Lucia, Qld. 4067

Australia


Date of Birth: May 7, 1965

Citizenship: Australian

Phone: 617 33654310

Fax:  617 33654311

Email: renato@dstc.edu.au
http://www.dstc.edu.au/RDU/staff/renato-iannella.html
8.1.14 Education

1994 PhD Bond University, Gold Coast, Qld

1986 B.App.Sc. (Computing Science) University of South Australia, Adelaide

8.1.15 Experience

1994 -    Principal Research Scientist and Leader of Resource Discovery Unit, DSTC

1989-94 Senior Research Fellow, Bond University, Gold Coast.

1987-88 Computer Systems Officer, University of South Australia, Adelaide.

1983-84 Computer Programmer, Omni Computing, Mt Gambier, South Australia.

8.1.16 Professional Activities

Member of the Dublin Core Technical Advisory Board, 1998-

Member of the Dublin Core Data Model Working Group, 1998- 

Member of the Dublin Core Multilingual Working Group, 1998- 

Member of the W3C RDF Model and Syntax Working Group, 1998-

Program Committee, 7th and 8th International WWW Conferences, 1998-99

W3C Advisory Representative for DSTC, 1997-

Member of the National Science Foundation (NSF) and European Union (ERCIM) Metadata Working Group, 1997-98

Member of the Australian Government Locator Service Metadata Working Group, 1998 

Member of the Federal Government Search Engine Working Group, 1998 

8.1.17 Selected Publications

R. Iannella, "Metadata Repositories Using PICS", Proceedings of the First European Digital Libraries Conference, Pisa, Italy, 1-3 Sept, 1997. 

R. Iannella, "Mostly Metadata: A Bit Smarter Technology", Victorian Association for Library Automation (VALA) 1998 Biennial Conference, (Keynote Address), Melbourne, 28-30 January 1998 

R.Iannella, "Metadata : Cataloguing the Web", Australian Law Librarian, Vol 6 No 1, March 1998

J. Hunter and R. Iannella, "The Application of Metadata Standards to Video Indexing", Proceedings of the 2nd European Digital Libraries Conference, Crete, Greece, 20-23 Sept, 1998 

R. Iannella, "Introduction to the Resource Description Framework", Asia Pacific XML Conference, Sydney, October 1998 

R. Iannella,  M. Hamilton and J. Knight, "Representing the Dublin Core within X.500, LDAP and CLDAP", IETF Internet Draft , 1998.

R. Iannella,  "An Idiot's Guide to the Resource Description Framework.", The New Review of Information Networking, Volume 4, 1998.

Budgets

8.2 UK budget submitted by ILRT, University of Bristol to JISC

Costing for ILRT contribution to Lagoze NSF/CEI proposal






Item
Cost Year 1
Cost Year 2
Cost Year 3
Total


Researcher- RA3 spine point 17
35068
38379
41759
115206


Researcher- RA2 spine point 15
16250
17493
18806
52549


Office support costs
7698
8083
8487
24267


Secretarial support
5132
5587
6057
16776


Travel and subsistence
5400
5670
5954
17024


Training and development
900
945
992
2837


Hardware and software
4600
850
450
5900


Share of office furniture etc
1300
300
300
1900


Consumables
1350
1418
1488
4256


Conference fees
1900
1995
2095
5990


Recruitment Costs
1300


1300


Telephones, fax etc
1120
1176
1235
3531


Equipment maintenance
550
578
606
1734


Total Cost
82568
82473
88228
253269









Check equipment



7634


Check Other



77880


Check total



253269


8.3 US budget submitted by Cornell to NSF

PROPOSED BUDGET 






September 1, 1999 - August 31, 2002




















SALARIES AND WAGES
EFFORT
Year 1
Year 2
Year 3
TOTAL






















Carl Lagoze, Project Leader, Principle Investigator
25%
$18,845
$19,599
$20,383
$58,827















Graduate Students






         Academic year     (1, 2, 2)          
100%
$26,520
$48,307
$50,365
$145,006

         Summer              (2)                 
100%
$4,722
$4,880
$5,027
$14,629








TOTAL SALARIES AND WAGES

$50,087
$52,179
$54,344
$156,610








EMPLOYEE BENEFITS






       Academic year (37.5%)

$5,850
$6,084
$6,327
$18,261








Equipment

$10,000
$0
$0
$10,000








GENERAL EXPENSES






  Travel   

$10,000
$10,300
$10,609
$30,909

  Misc laboratory supplies, research books

$500
$515
$530
$1,545

  Publications

$350
$361
$372
$1,083

  Communications (modem, equip chgs,toll calls)

$450
$464
$478
$1,392

  Computer workstation support

$4,707
$4,893
$5,087
$14,687

TOTAL GENERAL EXPENSES

$16,007
$16,533
$17,076
$49,616








TOTAL DIRECT COSTS

$81,944
$74,796
$77,747
$234,487

LESS:






  GRA Exclusion

$11,960
$12,558
$13,186
$37,704

  Equipment

$10,000


$10,000








MODIFIED DIRECT COSTS

$59,984
$62,238
$64,561
$186,783








INDIRECT COSTS

$37,526
$51,621
$53,582
$154,928

  Rates (endowed)

62.56%
62.56%
62.56%


  Rates (statutory)

61.56%
61.56%
61.56%









TOTAL COSTS

$119,470
$147,024
$152,760
$419,255








Partner Background

Cornell Digital Library Research Group 

The Cornell Digital Library Research Group (CDLRG), under the direction of Carl Lagoze, leads digital library research in the Computer Science Department at Cornell.  Mr. Lagoze is also affiliated with and collaborates with the Cornell University Library (CUL) and Cornell Information Technology (CIT) office in digital library and electronic publishing initiatives.

The CDLRG originated with the Computer Science Technical Reports (CSTR) Project, a DARPA-funded (1992-1996) collaboration to establish a digital library of computer science technical reports.  Within CSTR the CDLRG, in collaboration with Xerox, developed the well-known Dienst protocol and implementation for distributed digital libraries.  Dienst is used worldwide to link together digital collections and make them searchable and accessible by users and agents.

Broadly speaking, research by the CDLRG investigates infrastructure for component-ware digital libraries.  This research involves defining the core components of such a modular infrastructure and the interactions among these components to produce usable instantiations of digital libraries.

Institute for Learning and Research Technology

The Institute for Learning and Research Technology (ILRT) at the University of Bristol is host to more than twenty-five national and international projects at the forefront of learning and research technology and is the largest group of its kind in the UK. The mission of the Institute is to be a centre of excellence in the development and use of new technology in teaching, learning and research.  In pursuit of this mission, the main objective of the Institute is to initiate research projects in the use and development of technology-based methods in teaching, learning and research and to provide national and international services, consultancy and support using these methods.  
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<Description About="http://www.dstc.edu.au/videos/98-02-20.mpg"> 


         <DC:Title>SBS World News</DC:Title>


         <DC:Creator>Special Broadcasting Service</DC:Creator>


         <DC:Subject>News, Current Affairs</DC:Subject>


         <DC:Description>Major world news events of the day.</DC:Description>


         <DC:Contributor.Presenter>Indira Naidoo</DC:Contributor.Presenter>    


         <DC:Format DC:Scheme="IMT">video/mpg</DC:Format>


         <DC:Type>Image.Moving.TV.News</DC:Type>


         <DC:Language>en</DC:Language>


         <DC:Date>1998-05-12</DC:Date>


         <DC:Format.Length>30 mins</DC:Format.Length>


         <DC:Relation.HasPart>


            <Seq>


              <LI ID="sequence1">


                   <Description About="http://www.dstc.edu.au/videos/98-02-20.mpg#sequence1"/>


                         ….


                   </Description>


               </LI>


              <LI ID="sequence2" Resource="http://www.dstc.edu.au/videos/98-02-20.mpg#sequence2"/>


              <LI ID="sequence3" Resource="http://www.dstc.edu.au/videos/98-02-20.mpg#sequence3"/>


              <LI ID="sequence4" Resource="http://www.dstc.edu.au/videos/98-02-20.mpg#sequence4"/>


           </Seq>


       </DC:Relation.HasPart>


  </Description>
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